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Introduction 
 
In Emergency Management there is a huge number of documents in natural languages 
describing the corresponding national and international standards and procedures, or specific 
emergencies. Sometimes, even experts have difficulties to find documents they are interested 
in, or to find emergencies that happened and are similar to a given emergency and the main 
drive in developing Rozeta was to alleviate this problem. 
 
Modern approaches to text processing rely on representing document content in structured 
form using the popular representation formalisms. This task is often performed manually, 
first by a domain expert who extracts the relevant knowledge, and then by other experts, such 
as ontology designers, who represent the extracted knowledge in structured form. The 
alternative approaches are based on automatic Information Extraction (IE) techniques and are 
considered to be cost-effective solutions in many application scenarios. Either way, it is still 
not a trivial task, but a developing research field open to new ideas. 
 
During the course of time, several Information Extraction subtasks emerged including: 

• Named Entity Extraction which itself consists  of Named Entity Recognition 
(NER), relationship extraction and coreference resolution; 

• Language and Vocabulary Analysis which is used in keyword extraction and 
creation of domain specific vocabularies; 

• Extraction of semi-structured information such as extracting annotations, tables 
and comments from natural language documents and web pages; 

• Extraction of audio contents based on some predefined audio templates. 
All Information Extraction techniques can be basically divided into three broad groups: 

• Hand-written approaches based on regular expressions, syntactic or semantic 
analysis; 

• Classifiers such as the naive Bayes classifier and maximum entropy models; 
• Sequence models such as Hidden Markov Models (HMM), Conditional Markov 

Models (CMM) – Maximum Entropy Markov Models (MEMM) or Conditional 
Random Fields (CRF). 
 

We focused our IE implementation efforts on a Language and Vocabulary Analysis method 
that relies on intelligent keyword extraction and creation of domain specific, Linked Data 
vocabularies. The method we propose is not dependant on ready-made vocabularies, or other 
sources of linguistic or expert knowledge, and can be, therefore, safely applied in a 
multilingual setting. The Linked Data layer behind it allows for easy dictionary enrichment 
and knowledge discovery. 

STRUTEX 
 
STRUTEX is a Structured Text knowledge representation technique used to represent natural 
language documents in structured form with no loss of information. Unlike standard 
knowledge representation techniques which define the meaning of represented knowledge 
using names, STRUTEX uses an alternative approach to solve this problem; it uses words 
and phrases, but also implicit semantic relations between them to accomplish this. STRUTEX 
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is able to learn the structure of a natural language, i.e., words, phrases, sentences, etc., thus 
providing the basis for the extraction of domain specific vocabularies in different languages. 

We create domain specific vocabularies based on the assumption that not all words and 
phrases are equally semantically relevant for a given class of documents. We suppose the 
words and phrases that appear exclusively in documents of one class and not in the 
documents of other classes are semantically relevant and comprise a domain specific 
vocabulary for this class of documents. Therefore, we use a supervised algorithm and 
classified training documents to identify domain specific vocabularies. These vocabularies 
are then represented in Linked Data form and loaded into the Virtuoso RDF store. 
With Rozeta, we went one step further away from simply linking the extracted, domain 
specific vocabularies to other information found in the LOD cloud and other web sources, by 
1) making use of the extracted information, i.e. the Linked Data vocabularies, in document 
similarity search, and 2) providing explanations for domain specific words and phrases found 
in the documents through multiple link discovery services. 

Rozeta 
 
Rozeta is a multilingual NLP and Linked Data tool, deployed as a Web application that relies 
on CGI, PHP and JavaScript to deliver 4 services: 

• Learning domain specific vocabularies 
• Document enrichment through annotation and linking 
• Document similarity search 
• Editing and enrichment of domain specific vocabularies 

 

 
Figure 1: Rozeta 

Learning domain specific vocabularies 
 
Any document similarity search use case scenario starts with this subtask. Its goal is to learn 
domain specific vocabularies using classified documents for training. The documents have to 
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be manually classified before using this tool, and they must be in text format, and UTF-8 
encoded for adequate internationalization support. The user supplies the system with 
classified documents for training in form of a zipped file, containing one folder per class of 
documents. In each folder there could be any number of documents of that class. Text from 
every single document is then converted to STRUTEX. This part of processing takes the 
largest amount of the total time and, therefore, special emphasis was put on its 
implementation. Since the conversions of all texts in STRUTEX are independent of each 
other, we can do them in parallel – for each document, one process is created, and all 
processes are run at the same time. Later, during the evaluation phase, if the user concludes 
that the learned vocabularies are not good enough for their purpose, they will be able to 
incrementally add individual documents to the test set, without processing it from scratch. 
The result of this process is converted to a NIF ontology 2.01 compatible dictionary and 
loaded into Virtuoso 

Document enrichment through annotation and linking 
 
The second module is used for tagging the learned vocabulary entries in a new document and 
proposing potential links through custom discovery services. It can be launched from the 
dictionary editor (file origin links) or similarity search results (similar document links), but is 
also available as a stand-alone application. 
Someone might be interested not only in searching for similar documents according to the 
given one, but also in locating domain specific phrases and words in their own document. 
The related web interface, as input, accepts a document in text format with UTF-8 encoding, 
and a URI pointing to the graph where the corresponding vocabulary is stored. Initially, the 
system prints out the text of the document, with links from specific phrases and words to 
appropriate dictionary entries, as well as URIs to related DBpedia2 and Wiktionary2RDF3 
resources (Figure 2). The pop-up widget also generates quick-link buttons (skos:exactMatch 
and skos:relatedMatch) for linking the related entries to recommended Linked Open Data 
resources. 

Retrieving recommendations 
 
DBpedia Spotlight is a tool for automatically annotating mentions of DBpedia resources in 
text. The service can be installed in-house and can also be customized so as to work with any 
DBpedia distribution/language. Rozeta passes the entire text to an available DBpedia 
Spotlight instance and matches the highlighted dictionary entries against the retrieved results. 
If the extracted dictionary phrase matches the DBpedia Spotlight result, the link is 
highlighted pink (otherwise, blue; Figure 2). 
 
The system can further suggest even more links for enriching the vocabulary through an 
easily managed recommendation sources widget. A source is any SPARQL endpoint and 
can be added or removed on-the-fly. On a "mouseover" event, potential matches are retrieved 
via SPARQL, and the recommendation list is updated instantly. Furthermore, the customized 
list is retained across sessions. 

                                                             
1 http://aksw.org/Projects/NIF; please consult Deliverable 3.2.1 for more details. 
2 http://dbpedia.org 
3 http://wiktionary.dbpedia.org 

http://aksw.org/Projects/NIF
http://wiktionary.dbpedia.org/
http://wiktionary.dbpedia.org/
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Figure 2: Phrase extraction and linking 

Document similarity search  
 
For a given document and a graph URI that represents a knowledge base, the document 
similarity search module calculates the similarity scores between the given document and all 
other documents in the test set. The similarity score is a value between 0 (meaning there is no 
similarity at all) and 1 (strong similarity). In the HTML form, the user is able to specify if 
they are interested in only a specified number of the most similar documents or the whole list. 

An example of the result of this search is presented in Figure 3. Each row contains a file from 
the test set, together with the similarity score and the class it belongs to. The "See document" 
link opens the corresponding document in the phrase extraction and linking module described 
above. 

The module also calculates the class similarity score and presents the user with an option to 
further enrich the existing vocabulary by adding the given document to the training set, i.e. 
the class it most likely belongs to. 
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Figure 3: Similarities between documents 

Editing domain specific vocabularies 
 
The Rozeta dictionary editor (Figure 4) allows for a quick overview of all dictionary entries, 
as well as automatic (supervised) vocabulary enrichment / link discovery and manual 
cleanup. The dictionary also holds document links and tf-idf weights, so the functionality is 
limited to removing redundant phrases and linking the existing entries to other LOD 
resources. The editor provides a quick-filter / AJAX search box (in the upper left corner) that 
helps easily browse through the dictionary by retrieving the entries that start with a given 
string on-the-fly. 
The detailed view for a single entry shows its URI, text, class, any existing links to relevant 
LOD resources, as well as links to the files the entry originated from. Each file origin link 
opens that document in the phrase tagging and linking module, with other corresponding 
phrases highlighted as described earlier. 
To aid the user in enriching individual entries with links to other relevant linked data sources, 
Wiktionary2RDF recommendations are retrieved automatically. The user can opt for one of 
the available properties (skos:exactMatch and skos:relatedMatch) or generate a link using a 
custom one. 
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Figure 4: German court cases dictionary: entry, links and recommendations 

 
The More links button gives the user the ability to link the selected dictionary phrase to any 
LOD resource, either manually, or by letting the system provide them with automatic 
recommendations through one of the available link discovery services such as Sindice or 
custom SPARQL endpoints (Figure 5). The retrieved results are displayed in collapsible 
content panels (to prevent clutter) with URIs as headers, and corresponding labels and 
relevant quick-link buttons as content (Figure 6). 
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Figure 5: Service-based match discovery 

Vocabulary enrichment via Sindice and SPARQL 
 
Sindice, the semantic web index, is a state of the art infrastructure to process, consolidate and 
query the Web of Data.  Sindice collates these billions of pieces of metadata into a coherent 
umbrella of functionalities and services. It performs sophisticated reasoning which 
dramatically enhances data reusability, search precision, and recall. 
The Sindice API provides flexible programmatic access to Sindice's search capabilities. The 
user can query the index by specifying keywords (the q parameter) or entire ntriple queries 
(the nq argument), and further narrow the search by using query filters (the fq parameter). 
Also, specific fields can be requested at query time in order to retrieve only the necessary 
information (e.g. link, title, class, domain etc.).  An example showing the retrieved results for 
the dictionary entry for the word Campania, is given in Figure 6. 
Reconciling the Rozeta dictionary against a custom dataset is done via SPARQL. SPARQL 
allows for two content matching methods: exact match and regular expression comparison. 
As SPARQL reconciliation using regular expressions is generally limited and shows poor 
performance on large datasets, searching for an exact match of an individual dictionary entry 
is the more economic solution. We look for only common labelling properties, such as 
rdfs:label, skos:prefLabel, dcterms:title or foaf:name. If no results are retrieved, we're forced 
to fall back to regex-based comparison. Optionally, we can also query for multiple labelling 
properties at once. 
As SPARQL results are not ranked, even exact matches are not guaranteed to be included in 
the result when using regular expression comparison and limiting the number of returned 
results. Either way, we always present the user with multiple results for manual selection. 
Additionally, the query can be further restricted by resource type. 
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Figure 6: Sindice-based link discovery 

Conclusion 
 
The main goal of the work described above was to propose an effective method for extraction 
of information from documents in different natural languages and linking the extracted 
information with other data sources in the LOD Cloud or on the web. Although many Linked 
Data tools cover natural language information extraction, most of them are language 
dependent. Therefore, we developed STRUTEX, a knowledge representation technique that 
can learn the structure of natural languages and extract words and phrases found in natural 
language documents in a multilingual setting, and enrich those terms with links to relevant 
Linked Data resources. Together with the method for identifying domain relevant words and 
phrases, STRUTEX is used to extract domain specific vocabularies from training sets of 
classified documents in different languages.  

Additionally, we delivered an effective document search and recommendation system based 
on content similarity, that also provides knowledge explanations based on information found 
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in other data sources. Using well established techniques, we implemented Rozeta’s similarity 
search module that supports language and domain independent document search based on 
similarity. The tool’s robustness in multilingual environments, i.e. it’s ability to handle 
documents written in different languages and encoded using various character sets, provided 
us with a clear idea of Rozeta’s capabilities and a fertile ground for future improvements. 
 



Review of technical solution 
Rozeta – Multilingual NLP and Linked Data tool 

 
 
 
 
 
 
The presented solution gives a novel approach to some common information extraction tasks 
such as automatic (Linked Data) dictionary extraction, document similarity search and automatic 
document classification, semantic enrichment through link discovery services, and manual 
revision and authoring. 
 
Making sense of large collections of natural language documents, exposing the knowledge 
hidden beneath, i.e. digesting the information so as to make sense of it (while minimizing human 
effort) is a challenging task that often holds the key to new insights that can prove critical to 
situation assessment. Rozeta’s module for extraction of domain-specific information in the form 
of reusable Linked Data dictionaries (STRUTEX) shows remarkable results. Moreover, 
knowledge discovery through multiple, publicly available services (DBpedia Spotlight, Sindice, 
SPARQL endpoints) is obviously much more effective than focusing on a single, locally hosted 
knowledge base. 
 
Finally, the tool is impressive with its mature UI, going beyond the typical levels of quality and 
usability. It provides an example for the ICT community on how semantic technology can 
benefit from mindfully engineered front-end tools by being attractive to users who don't need to 
be wrestling with the low-level technical details of the technology. 
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