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Introduction	
 
With the wider adoption of standards for representing and querying semantic information, such as 
RDF(S) and SPARQL, Semantic Web technologies gained traction in the recent years and became 
established in the areas of data and knowledge management. This process was also supported by 
the advances of RDF stores which have become more robust and now offer functionalities that are 
similar and comparable to those of traditional databases. 
 
Furthermore, in the recent years global Open Government Data (OGD) initiatives, such as the 
Open Government Partnership, have helped to open up governmental data for the public, by 
insisting on opening non-sensitive information, such as core public data on transport, education, 
infrastructure, health, environment, etc. The vision for ICT-driven public sector innovation [1] 
refers to the use of technologies for the creation and implementation of new and improved 
processes, products, services and methods of delivery in the public sector. These efforts 
contributed to the availability of large volumes of public sector information which is mostly 
statistical in nature and often refers to different geographical regions and points in time. 
 
In January 2014, W3C recommended the RDF Data Cube vocabulary [2] as the standard 
vocabulary for modelling statistical data, which focuses purely on the publication of multi-
dimensional data on the Web, thus paving the way for development of Linked Data tools for 
working with statistical data. One such tool is ESTA-LD (Exploratory Spatio-Temporal Analysis 
of Linked Data), the subject of this report and a tool that aims to enable exploration and analysis 
of spatio-temporal linked statistical data.  
 
This report is organized as follows. Section 2 describes the tool, its architecture, as well how to 
use all of its features. Conclusions and future steps are given in Section 3. 

ESTA‐LD	
 
The first version of ESTA-LD showed many interesting possibilities when working with spatio-
temporal data. However, it was quite limited, since it was tailored to datasets provided by SORS 
(Statistics Organizations of the Republic of Serbia) and SBRA (Serbian Business Registers 
Agency). Since then, it has been generalized in a sense that it can now visualize any Data Cube. 
Naturally, in order for the time chart and choropleth map to be available, temporal and spatial 
dimension respectively, need to be modelled according to the principles described in the previous 
section. Following is a full set of features provided by the most recent version of ESTA-LD: 
 

 Specification of parameters: 
o Choose endpoint 
o Choose a graph among those containing Data Cubes 
o Choose a Data Cube 
o Choose measure to be visualized 
o Choose dimensions to be visualized 
o Fix/choose values of other dimensions 

 Time chart that visualizes temporal dimension and enables to select a time interval 
 Choropleth map that visualizes the spatial dimension and enables to select a region 
 Bar chart for visualizing up to two dimensions 
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 Stacking values on a bar chart visualizing two dimensions 
 Inverting axis on the bar chart 

 
More in-depth explanations and examples of these features will be given later in section User 
Guide. 

Architecture	and	Implementation	
In order to maximize usability and ease its use in conjunction with other Linked Data tools, 
ESTA-LD is designed to accept SPARQL endpoint as input/output. Besides that, it is a web 
application that can be deployed on any servlet container, thus enabling its deployment in a range 
of environments. Furthermore, ESTA-LD is based on following frameworks and libraries: 
 

 Vaadin1: a Java framework for building web applications, 
 Sesame2: an open-source framework for querying and analysing RDF data, 
 Leaflet3: an open source JavaScript library for mobile-friendly interactive maps, 
 Highcharts4: a charting library written in pure HTML5/JavaScript, offering intuitive, 

interactive charts to a web site or web application, 
 wellknown5: a Javascript library for parsing and stringifying Well-Known Text into 

GeoJSON,  
 jQuery6: a Javascript library that makes things like HTML document traversal and 

manipulation, event handling, animation, and Ajax much simpler with an easy-to-use API 
that works across a multitude of browsers. 

 
Most of the UI is implemented in Vaadin. Namely, all of the “configuration”, where a user 
chooses graph, dataset, and dimensions to be visualized, are implemented in Vaadin. However, 
due to the lack of adequate UI components in Vaadin for visualizing charts and a choropleth map, 
Highcharts and LeafletJS are used respectively. In each step of the “configuration” process, the 
endpoint is queried using Sesame in order to acquire: 
 

 available graphs containing desired datasets (Data Cubes) 
 available datasets in the chosen graph 
 available dimensions in the selected Data Cubes 
 possible dimension values for each of the available dimensions 
 

                                                            
 
1 https://vaadin.com/home 
2 http://rdf4j.org/ 
3 http://leafletjs.com/ 
4 http://www.highcharts.com/ 
5 https://github.com/mapbox/wellknown  
6 https://jquery.com/  
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Figure 1 ESTA-LD Architecture 

Whenever the configuration changes, Vaadin calls a Javascript function which generates a query 
according to the new configuration, executes it to acquire desired observations, and based on this 
data, chart and the choropleth map are updated. However, in order to visualize the choropleth 
map, polygons for each of the geographic regions in the dataset are needed as well. In the first 
version, the application contained polygons for Serbian regions and municipalities which were 
acquired as shape files and then transformed to GeoJSON format as required by Leaflet. Since we 
wanted the final version to be completely generic, i.e. to support all geographic regions and not 
just the ones in Serbia, this approach was not viable (it would be next to impossible to acquire 
polygons for all kinds of regions one might want to visualize, and even if it weren’t, it would 
require too much space). Consequently, ESTA-LD looks for polygons in the selected graph. 
Following the GeoSPARQL specification, these polygons are to be encoded as WKT strings that 
are then transformed to GeoJSON using wellknown. 

Visualize	Data	Cubes	‐	User	Guide	
This section describes how ESTA-LD can be used to visualize (spatio-temporal) Data Cubes and 
will therefore also serve as a user manual.  
 
The user interface consists of the three main parts (see Figure 2):  
 

(1) Header: contains general functionalities  
(2) Parameters section: enables to configure what will be shown (which Data Cube to use, 

which dimensions are to be visualized, etc.) 
(3) Visualization section: visualizes data on the choropleth map and the chart 
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Figure 2 ESTA-LD 

 
The header shows name of the application and contains only 3 buttons: 

 Endpoint: change the SPARQL endpoint 
 Inspect: open the Inspect View which can be used to inspect a Cube and prepare temporal 

and/or spatial dimension for visualization in ESTA-LD 
 Parameters: toggle visibility of the visualization section (in some situations we might 

need all the space we can get for the visualizations) 
 

After the endpoint is set, we need to set up the visualization parameters in the Parameters section. 
Here, we configure the following: 
 

 Graph that contains the Data Cubes; 
 The Data Cube to be visualized; 
 Measure to be used (if the Cube contains multiple measures) 
 Dimension(s) to be visualized 
 Dimension values for the fixed dimensions 
 

In the upper part of the Parameters section, we can choose the Cube we want to visualize. On the 
left is the drop-down list of graphs that contain Data Cubes, while the drop-down list on the right 
shows Data Cubes in the selected graph, or if no graph is selected, all Data Cubes that are 
available in the endpoint. After the Cube is selected it is analysed and its dimensions are shown 
below the divider. For each dimension there is a toggle button which is used to select if the 
particular dimension is to be analysed/visualized (if selected, the button’s background becomes 
blue), and a drop-down list that is used to fix the dimension to a particular value. The measure 
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component property is also shown along with the dimensions and enables to select a particular 
measure in case the selected Cube contains multiple measures. The selected dimension(s) are 
visualized on the chart, while the choropleth map always shows the geographic dimension, if there 
is one. To best illustrate this, let’s look at an example. Figure 3 shows the Regional Development 
(in Serbia) dataset (see value in the dataset drop-down list), where parameters were set to 
visualize how much was invested for different purposes (dimension Incentive Aim is selected, i.e. 
coloured in light blue), in Serbia (dimension geo is set to RS), in year 2010 (dimension time is set 
to Y2010). 

Chart	Visualizations	
Now, let’s move on to the chart visualization. The chart offers following possibilities: 
 

 It can visualize up to two dimensions; 
 Its size can be changed by moving the splitter and showing/hiding the parameters section; 
 Its axes can be switched; 
 Visualized values can be stacked. 
 

Let’s go over these functionalities. In the last example, we visualized a single dimension 
(IncentiveAim), but the chart was a bit overcrowded since there were many incentive aims to 
consider. One way this problem can be ameliorated is to move the splitter between the chart and 
the choropleth map to the left (see Figure 3) and thus provide more room for the horizontal axis. 
 

 
Figure 3 Using splitter to enlarge the chart 

 
Now, suppose we wanted to look at the evolution of Incentive Aim over time (i.e. we want to 
visualize both IncentiveAim and Time dimensions). We can do this by clicking the Time toggle 
button, but since the Cube contains data for four years, the number of bars in the chart will 
quadruple and we would have to move the splitter considerably to the left, thereby significantly 



 
 

7 
 

 

shrinking the map. As mentioned earlier, there is another way to enlarge the chart size, by hiding 
the Parameters section. However, this will increase the height of the chart, i.e. make more room 
for the vertical axis, while the horizontal axis will remain the same. In order to take advantage of 
the extra space on the vertical axis, we can switch the axes by clicking the Switch Axes button 
above the chart. This example is shown in Figure 4, where two dimensions are visualized 
(IncentiveAim and Time dimensions), with the Parameters sections hidden and axes switched. 
 
There is one more chart functionality left to describe, stacking. Let’s say we wanted to see how 
much was invested for different purposes over all four years. We can achieve this by clicking the 
button Stack, which will stack values for all the selected years on top of each other (see Figure 5). 
To change a region to be analysed, one can simply click the desired region in the choropleth map 
or choose it from the dropdown list of the Geo dimension in the Parameters section. Also, any 
year can be disregarded by clicking it in the legend shown in the top right corner of the chart. 
 

 
Figure 4 Visualizing two dimensions, with axes switched and parameters hidden 
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Figure 5 Visualization of two dimensions, with stacking and switched axes 

Spatial	Dimension	–	Choropleth	Map	
The choropleth map always visualizes the spatial dimension, i.e. it shows the same information as 
the chart would if the only selected dimension (i.e. the only dimension coloured in blue in the 
Parameters section) were the spatial dimension, and maps the observation values to spatial entities 
by colouring them in different shades of blue (ranges that each colour represents are given in the 
legend placed in the lower right corner of the map). For instance, the map in Figure 3 shows how 
much was invested in different regions, in year 2010 (dimension Time is set to Y2010), with the 
incentive aim PT01 (dimension IncentiveAim is set to PT01). 
 
Now, let’s go over the set of functionalities that the spatial dimension visualization offers: 

 Zooming and panning; 
 Selection of a spatial entity (e.g. country or region) for updating the chart 
 Colouring in 9 shades of blue based on observation values (the higher the value the darker 

the colour): 
o According to the selected dimension values in the Parameters view (as in the 

example shown in Figure 3) 
o According to the selected time window, 
o According to any possible time window of the same duration; 

 Support for hierarchical topologies; 
 

Zooming and panning enables to get everything in the view or concentrate only on a specific part 
of the map. On the other hand, support for hierarchical topologies enables to choose which 
topology level to show by clicking the ‘+’ and ‘-‘ buttons. For example, Figure 3 shows regions 
(level 1), while Figure 4 shows municipalities (level 2). The map can then be used to select a 
spatial entity, thereby updating the chart visualization, and to get insight into disparities across 
regions. 
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Temporal	Dimension	
In case only a single dimension is selected for visualization and that dimension is the temporal 
dimension, a special kind of bar chart is used (see Figure 6). This is actually a bar chart with 
additional controls that make it possible to select a period in time that will be shown on the chart. 
One of these controls is a ribbon placed below the chart. The ribbon is used to select the size and 
position of the time window that will be visualized. In this way it is possible to precisely set the 
period in time which is to be visualized, where size of the window determines duration, and its 
position determines the starting point. There are also pre-defined windows for periods of 1 month, 
3 months, 6 months and 1 year which can be selected by clicking the dedicated buttons above the 
chart. Having in mind that a Data Cube containing time dimension can easily get overcrowded, 
especially if it contains observations on monthly basis or with even higher frequency, the 
possibility to select only a particular time window is very important for keeping the view clear. 
Furthermore, the time window can be moved, thus giving more insight into the progress over 
time. It is also possible to switch axes, thereby displaying time on the vertical axis. 
 

 
Figure 6 Visualization of the time dimension (1 year time window) 

Spatial	and	Temporal	Dimensions	Combined	
Now, let’s take a look at how both spatial and temporal dimension can be combined. We 
mentioned earlier that whenever a spatial entity is clicked on the map, value for the spatial 
dimension is changed and the chart is updated to reflect this change, and this also holds for the 
time chart. But there’s a much more interesting feature available. We also mentioned in the 
section on spatial dimension that spatial entities can be coloured according to the selected time 
window, as well as according to every possible time window of the same duration as the one 
selected. In other words, we can observe changes across geographic regions not just at single 
points in time, but also during arbitrary time intervals. For instance, assume we wanted to analyse 
tourism data during winter. This can be done by first selecting the temporal dimension for 
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visualization in the Parameters section, and then selecting the desired time interval in the time 
chart.  
 
But what would happen if we wanted to see how things change over time? We could start by 
moving the time window forward/backward. But there is a problem. Let’s look at what would 
happen if we moved the time window from the previous example one month forward in time (see 
Figure 7b). We can see the differences between regions in the newly selected time window, but 
we cannot relate these new values to the previous ones. For example, looking at Figure 7a and 
Figure 7b, it might seem that in the northern region, the number of overnight stays was higher in 
Figure 7a then in Figure 7b. But if we look closely the colouring scheme has changed as the 
legend in lower right corner of the map indicates. This is where so called “Aggregated colouring” 
feature comes in. It is selected by clicking the “Aggregated colouring” button above the map, after 
which ESTA-LD analyses all possible time windows of the same duration and based on that 
calculates the colouring scheme that will not change unless the duration of the time window 
changes. In other words, moving the time window will not impact the colouring scheme and we 
will be able to assess how regions evolve over time. If we look at the same two examples shown 
in Figure 7a and Figure 7b with aggregated colouring selected, we will see that the number of 
overnight stays in the northern region actually increased, which is to be expected since it is a 
lowland region and is therefore much more interesting in the spring than during winter. 
 

 
Figure 7 Spatial and Temporal Dimensions Combined – (a) and (b) normal colouring scheme, (c) and (d) 

aggregated colouring scheme 
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Conclusion	and	future	work	
 
The goal of the ESTA-LD component was to provide interactive analysis, visualization and 
drill‐down style online access to highly granular spatio-temporal data. It is aimed for business 
users interested in spatial analysis of different socio-economic indicators modelled using W3C 
standard vocabularies (RDF Data Cube, eGovernment) and Linked Data principles. 
 
In this report, we presented the final version of the ESTA-LD tool. We discussed modelling linked 
statistical data using the RDF Data Cube vocabulary with an emphasis on modelling spatial and 
temporal dimensions, where we described standard ways of representing such data. ESTA-LD and 
all its functionalities were described in detail. We showed how the tool can be used to visualize 
any dimension on the chart and how to adapt the user interface by resizing and hiding appropriate 
UI sections when needed. Temporal dimension is shown on the time chart that allows to select any 
time window over the Data Cube under analysis. It is also possible to slide the window, thus 
gaining insights into the evolution of the analysed indicator over time. On the other hand, the 
choropleth map provides an intuitive and clear visualization of the spatial dimension, where 
spatial entities may have a topological hierarchy. Finally, we showed how the spatial and temporal 
dimensions can be combined, thus revealing differences across space in arbitrary time intervals as 
well as their evolution over time. 
 
In the future, we will continue to strengthen our cooperation with SORS and SBRA in order to 
further improve the tool. For instance, we will analyse what other types of graphs would be most 
beneficial and what would be the most convenient way to reduce replication of information in 
different graphs (e.g. by creating a Data Cube repository with centralized DSDs, dimensions, code 
lists, and polygons). We will also explore how to best leverage enrichment of statistical datasets 
with external datasets such as DBpedia in order to provide advanced search and filtering 
capabilities over the Data Cubes. 
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Review of the technical solution 
IMPROVED SOFTWARE COMPONENT FOR 

SPATIO-TEMOPORAL ANALYSIS OF 
LINKED DATA 

 
 
The report clearly states the improvements made in the last year in the 
SOFTWARE COMPONENT FOR SPATIO-TEMOPORAL ANALYSIS OF LINKED 
DATA. Improvement include:  

 Generalization of the component and support for Data Cubes that 
comply with well-known standards such as OGC’s GeoSPARQL, 

 Combined analysis of both spatial and temporal dimension, 
 Additional chart functionalities such as stacking, 
 User interface improvements. 

 
The SOFTWARE COMPONENT FOR SPATIO-TEMOPORAL ANALYSIS OF 
LINKED DATA is based on cutting edge technologies and standards 
recommended by W3C. This resulted in highly interactive user interface that 
enables a user to intuitively navigate through dimensions (specified using 
SKOS vocabulary), select area of interest on geographical map, and choose 
indicators for analysis. Main descriptive statistics (min, max, mean, 
frequency) are supported. Geographical data can be visualized on different 
levels of granularity (country, regions, municipalities), while temporal data 
can be explored by sliding through time. Furthermore, the tool allows 
analysis of data with custom polygon maps, where the boundary polygon 
data is provided as WKT strings. 
Taking into account all the features that were implemented, described 
prototype represents an advanced, modern tool for visualizing and analyzing 
geo-spatial data.  
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